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I sorted an array of 1,000,000 integers using the object-based quicksort given in PoP, and an int-specific version.  I used the J2SE, version 1.4.2_05.  The sort times were:

Object-based: 2414 ms

int-based:  430 ms

So the time difference due to the casting is substantial.

import java.lang.Object.*;

import java.util.*;

class QuickSortPoP {

   interface Cmp

   {

       int cmp(Object x, Object y);

   }

   // Icmp: Integer comparison

   static class Icmp implements Cmp

   {

       public int cmp(Object o1, Object o2)

       {

           int i1 = ((Integer) o1).intValue();

           int i2 = ((Integer) o2).intValue();

           if (i1 < i2)

           {

               return -1;

           }

           else if (i1 == i2)

           {

               return 0;

           }

           else

           {

               return 1;

           }

       }

   }

   // quicksort.sort: quicksort v[left]..v[right]

   static void sort(Object[] v, int left, int right, Cmp cmp)

   {

       int i, last;

       if (left >= right) //nothing to do

           return;

       swap(v, left, rand(left, right));  // move pivot element to v[left]

       last = left;

       for (i = left+1; i <= right; i++)  // partition

           if (cmp.cmp(v[i], v[left]) < 0)

               swap(v, ++last, i);

       swap(v, left, last);               // restore pivot element

       sort(v, left, last-1, cmp);        // recursively sort each part

       sort(v, last+1, right, cmp);

    }

   // int-specific implementation of quicksort

   static void sorti(int[] v, int left, int right)

   {

       int i, last;

       int temp;

       if (left >= right) //nothing to do

           return;

       swapi(v, left, rand(left, right));  // move pivot element to v[left]

       last = left;

       for (i = left+1; i <= right; i++)   // partition

           if ((v[i] < v[left]))

               swapi(v, ++last, i);

       swapi(v, left, last);               // restore pivot element           

       sorti(v, left, last-1);        
 // recursively sort each part

       sorti(v, last+1, right);

    }

   // int-specific swap

   static void swapi(int[] v, int i, int j)

   {

       int temp;

       temp = v[i];

       v[i] = v[j];

       v[j] = temp;

   }

   static void swap(Object[] v, int i, int j)

   {

       Object temp;

       temp = v[i];

       v[i] = v[j];

       v[j] = temp;

   }

   static Random rgen = new Random();

   static int rand(int left, int right)

   {

       return left + Math.abs(rgen.nextInt())%(right-left+1);

   }

   public static void main(String[] args){


int size = 1000000;


int i, temp;

        long start, end, elapsed;

        Calendar startt, endt;


Integer[] array = new Integer[size];

        int[] arrayi = new int[size];


for(i = 0; i<size; i++)



{

                temp = rand(0, size);

                array[i] = new Integer(temp);

                arrayi[i] = temp;



}


        startt = Calendar.getInstance();

        start = startt.getTimeInMillis();

        sort(array, 0, array.length-1, new Icmp());


  endt = Calendar.getInstance();

        end = endt.getTimeInMillis();

        elapsed = end - start;

        System.out.print(elapsed);

        System.out.println();

        startt = Calendar.getInstance();

        start = startt.getTimeInMillis();

        sorti(arrayi, 0, arrayi.length-1);

        endt = Calendar.getInstance();

        end = endt.getTimeInMillis();

        elapsed = end - start;

        System.out.print(elapsed);   

   }
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I used the standard library qsort() function provided by Microsoft Visual C++ 6.0.  I sorted arrays of 50,000 integers initialized in five ways:

1.  Set each element to a random integer.
2.  First half of the array elements equal to 2; second half equal to 1.

3.  Split the array in fifths and set the elements in each fifth equal to 5, 1, 4, 2, and 3, respectively.

4.  Split the array in fifths and set the elements in each fifth equal to 5, 4, 3, 2, and 1, respectively.

5.  Set all 50,000 elements equal to 1.
Test 1's average runtime (for 100 runs) was 61 ms.
Test 2's runtime was 59315 ms.
Test 3's runtime was 9544 ms.
Test 4's runtime was 0 ms.
Test 5's runtime was 10 ms.
Tests 4 and 5 show that qsort() quickly handles the case where the array is already sorted (even sorted in descending rather than ascending order.)

Tests 2 and 3 show that qsort() is not nearly as fast at handling the case where large subsets of array elements are equal to each other.  The authors warn about such cases on page 34.

#include <stdio.h>

#include <time.h>

#include <sys\timeb.h>

const int ARRAY_LEN=50000;

int array[ARRAY_LEN];

int elapsed(timeb s, timeb e)

{


return (int)((1000 * e.time + e.millitm) - (1000 * s.time + s.millitm));

}

int cmp(const void *i, const void *j){


return *(int*)i - *(int*)j;

}

void main(void)

{


int i, j;


int totaltime = 0;


int ARRAY_MID=ARRAY_LEN / 2;


timeb start, end;


srand(time(NULL));


/* ------------- Test 1 ---------- */


for(j=0;j<100;j++)


{



for(i=0;i<ARRAY_LEN;i++) array[i] = rand();



ftime(&start);



qsort(array,ARRAY_LEN,sizeof(int),cmp);



ftime(&end);



totaltime+=elapsed(start, end);


}


printf("Test 1: %d\n",(totaltime/100));


/* ------------- Test 2 ---------- */


for(i=0;i<ARRAY_MID;i++) array[i] = 2;


for(i=ARRAY_MID;i<ARRAY_LEN;i++) array[i] = 1;


ftime(&start);


qsort(array,ARRAY_LEN,sizeof(int),cmp);


ftime(&end);


printf("Test 2: %d\n",elapsed(start, end));


/* ------------- Test 3 ---------- */


for(i=0;i<10000;i++) array[i] = 5;


for(i=10000;i<20000;i++) array[i] = 1;


for(i=20000;i<30000;i++) array[i] = 4;


for(i=30000;i<40000;i++) array[i] = 2;


for(i=40000;i<50000;i++) array[i] = 3;


ftime(&start);


qsort(array,ARRAY_LEN,sizeof(int),cmp);


ftime(&end);


printf("Test 3: %d\n",elapsed(start, end));


/* ------------- Test 4 ---------- */


for(i=0;i<10000;i++) array[i] = 5;


for(i=10000;i<20000;i++) array[i] = 4;


for(i=20000;i<30000;i++) array[i] = 3;


for(i=30000;i<40000;i++) array[i] = 2;


for(i=40000;i<50000;i++) array[i] = 1;


ftime(&start);


qsort(array,ARRAY_LEN,sizeof(int),cmp);


ftime(&end);


printf("Test 4: %d\n",elapsed(start, end));


/* ------------- Test 5 ---------- */


for(i=0;i<ARRAY_LEN;i++) array[i] = 1;


ftime(&start);


qsort(array,ARRAY_LEN,sizeof(int),cmp);


ftime(&end);


printf("Test 5: %d\n",elapsed(start, end));

}
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I can think of a few reasons why it is not worthwhile to call realloc when deleting an element:

1.  Such a call would free the end of the array – though by only one element's worth of memory – for use by other heap allocations but would have a nonzero cost (and no benefit) to this program.

2.  Consider a sequence of delete-add-delete-add operations.  If we call realloc after every delete, the subsequent add will require a malloc, and so forth.  We'd be constantly resizing this region of memory.

If memory use is a critical consideration to a particular application, we could call realloc only when nval = max/2, for example.  This is consistent with the malloc strategy.
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The rest of the program is well-isolated; access to the data is through NVtab and Nameval, the definitions of which did not need to change.  The addname function itself needed to change quite a bit.  For example, I had to introduce the addpos variable, since nval is not necessarily the index of the slot where a new element would be added.
#include <stdlib.h>

#include <string.h>

#define FALSE 0

#define TRUE 1

typedef struct Nameval Nameval;

struct Nameval {


char *name;


int value;

};

struct NVtab{


int nval;


/* current number of values */


int max;


/* allocated number of values */


Nameval *nameval;

/* array of name-value pairs */

} nvtab;

enum {NVINIT=1, NVGROW=2};

int addname(Nameval newname)

{


Nameval *nvp;


int addpos=0;

/* position where the new element will be addded */


int emptyslot=FALSE;
/* flag to indicate whether an empty slot is available */


if (nvtab.nameval == NULL){



/* first time */



nvtab.nameval=(Nameval*) malloc(NVINIT * sizeof(Nameval));



if (nvtab.nameval == NULL)




return -1;



nvtab.max=NVINIT;



nvtab.nval=1;



addpos=0;


}


else{











for (int i=0; i < nvtab.max; i++)
/* look for an empty slot */




if (strcmp(nvtab.nameval[i].name, (char*)(NULL)) == 0)




{





addpos=i;





emptyslot=TRUE;





break;




}



if (!emptyslot)


/* no empty slot found, must grow the array */



{




addpos=nvtab.max;




nvp = (Nameval*) realloc(nvtab.nameval,(NVGROW * nvtab.max) * sizeof(Nameval));




if (nvp == NULL)






return -1;




nvtab.max *= NVGROW;




nvtab.nameval = nvp;



}


}


nvtab.nameval[addpos] = newname;


return nvtab.nval++;

}

int delname(char *name)

{


int i;


for (i=0; i < nvtab.nval; i++)



if (strcmp(nvtab.nameval[i].name, name) == 0){




nvtab.nameval[i].name=(char*)(NULL);




nvtab.nval--;




return 1;



}



return 0;

}
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Since you cannot dereference and compare or assign two void*s to each other without knowing the underlying type, the lookup and newitem functions take pointers to a type-specific comparison function, and type-specific assignment function, respectively.

#include <stdlib.h>

typedef struct ListItem ListItem;

struct ListItem{


void *data;


ListItem *next;

};

ListItem *lookup(
ListItem *head,


/* ptr to head of list */




void *datatolookup,

/* ptr to data to lookup */




int (*cmp)(void*, void*))
/* ptr to type-specific comp. fn. */

{


for (ListItem *listitemp = head; listitemp != NULL; listitemp = listitemp->next)



if (cmp(datatolookup, listitemp->data))




return listitemp;


return NULL;

}

ListItem *newitem(void* newdata,


/* ptr to new data */




int (*assign)(void*, void*))
/* ptr to type-specific assignmt. fn. */

{


ListItem *listitemp = (ListItem *)malloc(sizeof(ListItem));


if (listitemp)


{



assign(listitemp->data, newdata);



listitemp->next = NULL;


}


return listitemp;

}
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I sorted an array of 1,000,000 integers using the binary search tree method, the standard library qsort() function provided by Microsoft Visual C++ 6.0, and the PoP quicksort.  The sort times were:

Binary search tree: 6589 ms

Library Quicksort: 1693 ms

PoP Quicksort: 1171 ms
The essential parts of the binary seach tree sort are:
Lookup from original array: O(1)

Insert into binary search tree:  O(log n) for each element, multiplied by n elements = O(n log n)

Inorder traversal of binary search tree: O(n)

Insert into array: O(1)

So the overall complexity is O(n2 log n), which is not good.  Also, sorting using a binary search tree requires, at a minimum, one extra data structure:  the tree itself.  In the code below, I did not free the tree after the sort completed.  This would be an O(n) operation, making the overall sort be O(n3 log n).

#include <stdlib.h>

#include <stdio.h>

#include <time.h>

#include <sys\timeb.h>

const int ARRAY_LEN=1000000;

int array1[ARRAY_LEN], array2[ARRAY_LEN], array3[ARRAY_LEN];
/* arrays are global to avoid stack overflow */

typedef struct intp intp;

struct intp{


int data;


intp *left;


intp *right;

};

int cmp(const void* a, const void* b)

{


return (*(int*)a - *(int*)b);

}

void swap(int v[], int i, int j)

{


int temp;


temp = v[i];


v[i] = v[j];


v[j] = temp;

}

int elapsed(timeb s, timeb e)

{


return (int)((1000 * e.time + e.millitm) - (1000 * s.time + s.millitm));

}

intp *insert(intp *treep, int newint)

{


intp* newnode;


if (treep == NULL)


{



newnode = (intp*)malloc(sizeof(intp));

if (newnode != NULL)



{




newnode->data = newint;




newnode->left=NULL;




newnode->right=NULL;




return newnode;



}



else




return NULL;

}


if (newint <= treep->data)



treep->left = insert(treep->left, newint);


else



treep->right = insert(treep->right, newint);


return treep;

}

void traverseinorder(intp* treep, int *sortedarray, int* index)

{


if (treep == NULL) return;


traverseinorder(treep->left, sortedarray, index);


sortedarray[(*index)++] = treep->data;


traverseinorder(treep->right, sortedarray, index);

}

/* quicksort from PoP book */

void quicksort(int v[], int n)




{


int i, last;


if (n <=1)



return;


swap(v, 0, rand() % n);


last = 0;


for (i = 1; i < n; i++)




if(v[i] < v[0])





swap(v, ++last, i);


swap(v, 0, last);


quicksort(v, last);


quicksort(v+last+1, n-last-1);

}

void main(void){


int i;


int dummy = 0;


timeb start, end;


srand(time(NULL));



/* Reseed the random number generator */


for(i=0;i<ARRAY_LEN;i++)



array1[i] = array2[i] = array3[i] = rand();
/* Populate test arrays */


/* ------------- Sort using binary search tree method --------- */


ftime(&start);


/* Insert 1st element into tree */

intp* head = insert(NULL, array1[0]);


/* Insert remaining elements into tree */


for(i=1;i<ARRAY_LEN;i++) insert(head, array1[i]);

/* Traverse the tree, putting the items into the original array in order */ 


traverseinorder(head, array1, &dummy);




ftime(&end);


printf("Binary search tree: %d\n", elapsed(start, end));



/* ------------- Sort using library quicksort ----------------- */


ftime(&start);


qsort(array2, ARRAY_LEN, sizeof(int), cmp);


ftime(&end);


printf("Library QuickSort: %d\n", elapsed(start, end));


/* ------------- Sort using PoP quicksort --------------------- */


ftime(&start);


quicksort(array3, ARRAY_LEN);


ftime(&end);


printf("PoP QuickSort: %d\n", elapsed(start, end));

}
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The members of following data set have the same hash for an NHASH of 19 and a MULTIPLIER of 31:

aaaa

aaat

aaaN

aaa;

aaa(

To construct this set, I held the first three characters constant and adjusted the last character by the value of NHASH.  It is easier to find a bad data set for smaller values of NHASH since the spacing between characters needed to construct the set becomes smaller.
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For the case where the hash table has grown too “dense”, my approach was to allocate a new table, copy the nodes from the existing table to the new table (after computing their new hashes), and then destroy the old table.  Note: to keep the code more readable, I did not check the return value of the mallocs for NULL.
#include <string.h>

#include <stdlib.h>

enum {MULTIPLIER = 31};

int NHASH = 77;

typedef struct Nameval Nameval;

struct Nameval{


char
*name;


int
value;


Nameval *next;

};

unsigned int hash(char *str)

{


unsigned int h;


unsigned char *p;


h = 0;


for (p = (unsigned char *) str; *p != '\0'; p++)



h = MULTIPLIER * h + *p;


return h % NHASH;

}

void delchain(Nameval *p)

{


if (p->next) delchain(p->next);


free(p);

}

Nameval* lookup (char *name, int create, int value, int x, int y, Nameval **symtab)

{


static int numitems = 0;


int h, i;


int OLD_NHASH;


Nameval *sym, *temp_sym, *new_sym;


Nameval **new_symtab;


h = hash(name);
/* lookup the requested symbol */


for (sym = symtab[h]; sym != NULL; sym = sym->next)


if(strcmp(name, sym->name) == 0)




return sym;


if(create)





/* symbol not found, so create */


{



if (((numitems + 1) / NHASH) > x)
/* need to build a new table */



{




OLD_NHASH = NHASH;




NHASH *= y;
/* allocate the new table */




new_symtab = (Nameval **)malloc(sizeof(Nameval *)*NHASH);





for(i=0; i<OLD_NHASH; i++)
/* for each entry in the old table */




{

/* copy chain to new table, recomputing the hash */




for (sym = symtab[i]; sym != NULL; sym = sym->next)







{






/* allocate a copy of the node */

temp_sym = (Nameval *) malloc(sizeof(Nameval));



/* assign data to the copy */

temp_sym->name = sym->name;






/* assign value to the copy */






temp_sym->value = sym->value;











/* find the new hash of the copy */
h = hash(temp_sym->name);






/* copy points to current head of chain in new table */







temp_sym->next = new_symtab[h];









/* new table points to copy; copy is new head of chain */






new_symtab[h] = temp_sym;










}





}







for(i=0; i<OLD_NHASH; i++)
/* Destroy the old table */




{





sym = symtab[i];





delchain(sym);




}



}



symtab = new_symtab;
















/* Add the new node to the new table */



h = hash(name);





/* recompute the hash */



new_sym = (Nameval *) malloc(sizeof(Nameval));
/* allocate the new node */



new_sym->name = name;



new_sym->value = value;



new_sym->next = symtab[h];



symtab[h] = new_sym;



numitems++;


}


return sym;

}

