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Source

Classes for each exercise are placed in their own package.  Package assign3base contains the base classes provided by the book, after some modifications to make them more standard Java.

Test Data


Source data for all tests was taken from the Gutenberg Project, as referenced by the book website.  Four texts were chosen: The Odyssey by Homer, Romeo and Juliet by William Shakespeare, Beyond Good and Evil by Friedriche Neitzche, and War and Peace by Leo Tolstoy.

Baseline Time Results

	Book
	Run time (ms)

	The Odyssey
	1718

	War and Peace
	DNF*

	Beyond Good and Evil
	1532

	Romeo and Juliet
	891


* War and Peace failed due to an OutOfMemory exception.  This occurred in all but one test case, and is included to illustrate that test case.

Memory Usage


Memory usage is notoriously difficult to measure in Java due to automatic garbage collection.  Memory measurements, though displayed, were extremely erratic and did not provide useful data.

Comparison of the memory usage of different algorithm implementations was impossible due to garbage collection runs at different times.  For example, a low-memory algorithm may never require the garbage collector to be run, thus the ending memory usage is that of the entire process.  An implementation which requires more memory will cause the garbage collector to run one or more times, thus making the final memory usage far lower than it might actually be.  In an extreme case, several of the tests run against Beyond Good and Evil actually resulted in more memory free when the run completed than was before it began!

Exercise 3-2
Usefulness of the conversion to a referenced list of unique words depends heavily on the size of the input and amount of repetition.  Total word count and unique word counts were calculated for each of the input documents using Unix shell tools, including sed, sort, and uniq.
	Book
	Word Count
	Unique Words

	The Odyssey
	128,786
	13,544

	War and Peace
	566,532
	41,524

	Beyond Good and Evil
	65,255
	14,689

	Romeo and Juliet
	27,463
	7,283



The total percentage of unique words in a document decreases as the document expands, as would be expected.  It seems to also be influenced by the nature of the work.  The Odyssey uses roughly the same number of unique words as Beyond Good and Evil, though the latter is just over half the size.  This is a sensible expectation; as an adventure tale, The Odyssey would be expected to use a smaller subset of words, even before repetition of individual names is considered.


Run times for the referenced list version are as follows:

	Book
	Run time (ms)

	The Odyssey
	1688

	War and Peace
	9297

	Beyond Good and Evil
	1311

	Romeo and Juliet
	656



This version of the algorithm proved both faster and more memory efficient.  The extra work of the word table lookup was more than offset by the simplification of the comparison.


Though memory usage cannot be measured well in Java, as mentioned in the introduction, the ability of this algorithm to complete War and Peace is a good indicator of its efficiency.  No other algorithm implementation was ever able to complete it without running out of memory.

Exercise 3-3


See source code.

Exercise 3-5


Like the STL libraries, the Java Collections framework included as part of the core Java API uses interfaces to separate the process of managing a collection from the actual implementation of how it is done.  The List interface, for example, has two primary implementations: LinkedList and ArrayList.  As the names imply, these classes use either a growable array or linked list to store the list, but the access mechanisms are the same.  A common technique in using the Collections framework is to maintain the reference as only a List, and specify the actual concrete type on instantiation.  This allows the actual algorithm to be changed seamlessly, a benefit which was very helpful to these experiments.

There were three places which could provide interesting comparisons for changed data objects:

1) the List in Prefix, by default an ArrayList
2) the Map used for the prefix table in Chain, a HashMap 

3) the List used for the suffix lists in Chain, a LinkedList
Each of these was changed for an experiment as follows.

Experiment 1: Change (1) to a LinkedList
Experiment 2: Change (2) to a TreeMap.  This required extra work, as the Prefix objects used as keys in the map had to implement the Comparable interface.

Experiment 3: Change (3) to an ArrayList

None of the changes produced an improvement in performance, as seen below.  All of the initial expectations for performance proved accurate.

	Book
	Exp 1 (ms)
	Exp 2 (ms)
	Exp 3 (ms)

	The Odyssey
	3718
	6031
	3891

	War and Peace
	DNF
	DNF
	DNF

	Beyond Good and Evil
	3178
	4656
	4203

	Romeo and Juliet
	3512
	4047
	1781


