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Abstract—Modern Python programs in high-performance com-
puting call into compiled libraries and kernels for performance-
critical tasks. However, effectively parallelizing these finer-
grained, and often dynamic, kernels across modern heterogeneous
platforms remains a challenge. First, we perform an experimental
study to examine the impact of Python’s Global Interpreter Lock
(GIL), and potential speedups under a GIL-less PEP703 future,
to guide runtime design.

Using our optimized runtime, we explore scheduling tasks with
constraints that require resources across multiple, potentially
diverse, devices through the introduction of new programming
abstractions and runtime mechanisms. We extend an existing
Python tasking library, Parla, to augment its performance and
add support for such multi-device tasks. Our experimental
analysis, using tasks graphs from synthetic and real applications,
shows at least a 3× (and up to 6×) performance improvement
over its predecessor in scenarios with high GIL contention. When
scheduling multi-GPU tasks, we observe an 8x reduction in per-
task launching overhead compared to a multi-process system.

Index Terms—task runtime, parallel programming, Python,
heterogeneous computing

I. INTRODUCTION

CPython’s rich ecosystem of C-extension modules has al-

lowed developers to quickly weave together powerful applica-

tions that leverage the efficiency of native code. Composable

libraries of optimized primitives [1]–[4] and kernel genera-

tors [5]–[7] allow domain-specific modules to be developed

effectively from within Python itself. However, parallelizing

Python applications on modern heterogeneous platforms re-

mains a challenge. Such applications must seamlessly coor-

dinate across various devices, often operating with distinct

memory spaces and programming models between them. A

popular way to manage these complexities is through a task-

based programming model where an application is expressed

as a directed acyclic graph (DAG) of tasks. Each task is a unit

of work, with data dependencies and resource constraints. This

allows the runtime to decide which devices and implementa-

tions to select, when to execute them, and how to manage data

movement between them.

Many heterogeneous tasking systems have been developed

for managing these challenges in native code [8]–[10]. Al-

though, when it comes to Python, task-based parallelism faces

a unique challenge. The Global Interpreter Lock (GIL) in

the CPython interpreter allows only one thread at a time to

execute Python bytecode. The CPython Steering Committee

has expressed an intent to approve PEP 703 [11], which would

make the GIL optional, yet in the near term, its interference

remains a critical performance challenge. We study the impact

of the GIL on the multithreaded execution of task DAGs to

optimize our runtime.

Following Python’s composable ecosystem, we propose a

programming model and mechanisms for multi-device tasks:

tasks which require resources across a, potentially heteroge-

neous, set of devices. Examples of such tasks include calls

into libraries that manage multiple devices internally—such

as multi-gpu cuFFT [12] and cuBLASmg [13]. Such multi-

device kernels [14], [15] are becoming prevalent in many

problems in HPC, e.g., hierarchical algorithms like multigrid

and N-body codes, multi-physics applications, and in the

training and inference of neural networks. Scheduling multi-

device tasks comes with new challenges: effectively managing

dynamic variants of these tasks on different device counts; data

movement and partitioning; and ensuring hardware portabil-

ity. While some Python tasking runtimes [16]–[18] provide

varying degrees of support for tasks that use multiple GPUs,

to our knowledge we have the only system, in Python or

otherwise, that supports the asynchronous scheduling of multi-

device tasks via collections of cross-stream CUDA/HIP events,

a shared memory data model, and function specializations for

different device sets.

We implement our runtime on top of Parla [19], a single-

process task-based runtime. Parla provides a baseline ex-

tendable framework and API for multi-threaded execution of

asynchronous dynamic task graphs on heterogeneous nodes.

We have replaced Parla’s entire backend and extended the user-

facing API to support multi-device tasks. To distinguish the

two systems, we refer to Parla’s original runtime of Lee et al.

[19] as PyRun and the new one as CyRun. We present the

following contributions:

• Using Dask and the two Parla runtimes, we study task

parallelism for compute-bound DAGs in CPython to un-

derstand the effects of GIL contention on runtime design,

sensitivity to task workload, and potential gains under a

PEP 703 future.

• A programming model and scheduling mechanisms for

multi-device tasks along with shared-view arrays for

heterogeneous multi-device memory management. We

compare our runtime with Ray, a Python library that

support multi-GPU tasks.
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TABLE I: CPU speedup of multi-threaded over serial execution for a
workload of 1000 1ms independent tasks (Kernels/Task = 1, GIL Held =
0%). The ideal speed up would be 8× and 15.9× respectively.

Runtime Options
Speedup

8 Threads 16 Threads

PyRun Base 6.5× 11.4×

CyRun

Base 6.2× 10.1×
Fused 6.6× 11.7×
Interrupt 7.4× 12.6×

Dask Base 6.7× 11.1×

Fig. 1: Scaling of 8ms tasks under CPython 3.9 with and without nogil
PEP 703 (GIL Hold Ratio = 0%, Kernels/Task=5).

II. RESULTS

A. GIL Performance

A task-scheduling runtime can be written in pure Python

or driven by an external compiled backend. To investigate

this design space, we performed a comparative study of

two runtime systems for dynamic multithreaded task-graph

execution: PyRun in Python, and CyRun an external runtime

in C++. We examined design choices for dedicated scheduler

threads, launching tasks, tracking dependencies, and interfac-

ing with the interpreter, and tested with DAGs adapted from

the TaskBench benchmark [20]. Naively moving PyRun to a

C++ backend for task-scheduling led to slower performance.

We optimized with a fused design, minimizing the number of

interactions between Python and the external runtime to only

three callbacks: spawning, launching, and completing tasks,

and moved worker thread management to the C++ layer. One

challenge when scheduling dynamic task graphs in Python

is interleaving newly spawned tasks into the current graph

execution without waiting for the default 5ms GIL switching

internal. We manually interrupt the interpreter whenever a

task has reached a spawning quota. If a task is generating

a bunch of new tasks, we pause to give some of them a

chance to launch. We observe that PEP 703 presents a large

opportunity for improvements to fine-grained task parallelism

(Figure 1). As PEP 703 adds locks to some Python objects to

preserve their thread-safe behavior, runtimes that use these ob-

jects extensively, like Dask, may actually experience degraded

performance.

B. Multi-Device Tasks

Tasks are defined by a function body and a @spawn decorator

that specifies the task’s precedence, placement, & resource

Listing 1: Function Variants for Multi-Device Tasks
1 @specialize
2 def fft(A):
3 fA = numpy.fft(clone_here(A))
4

5 @fft.variant(architecture=gpu, max=4)
6 def mgpu_fft(A):
7 env = get_current_env()
8 cufftmg(clone_here(A), env.devices)
9

10 @spawn(placement=[cpu, gpu*2, gpu*4])
11 def task1():
12 C = fft(A)

TABLE II: Weak scaling efficiency for 10d k-means++

#Points per device (×106) 40 80 160

2-GPU Efficiency (%) 99.6 91.2 98.6

4-GPU Efficiency (%) 85.9 88.2 97.0

constraints. A task’s placement specifies the valid device con-

figurations on which it may execute. A task may have multiple

valid configurations, each with different resource constraints,

and may be chosen to execute on any of them at runtime.

Multi-device tasks have device sets in their placement list.

For example, the task on L10 in Listing 1 may be executed

on either a single CPU, 2 GPUs, or 4 GPUs at runtime. We

provide the following features to support the programming of

multi-device tasks: Task Environments (L7) contain the task’s

active devices, including CUDA/HIP streams, and provide

primitives for synchronization and grouping them; Function
Variants (L5) provide a modular way to define different imple-

mentations of a function for different device sets; CrossPy (L3

& L8) is our heterogeneous array data structure that provides a

global index space over data partitioned onto a set of devices.

clone_here provides data movement and repartitioning of the

CrossPy array A onto the active device set.

For high-throughput when launching single-device tasks

CyRun maintains a separate priority queue of launchable tasks

for each device. To support multi-device tasks, we design a

data structure which inserts a replica of the task into each

queue of it’s chosen configuration’s devices. By allowing

tasks to bypass replicas whose copies haven’t reached the

head of all their resident queues, our design is robust to

arbitrary relative ordering of the replicas. This avoids deadlock

from priority inversion. For a series of 4-GPU tasks, we

observe a per-task overhead of 219μs, compared to 1.8ms in

Ray. To demonstrate the usage and performance of CrossPy

arrays to manage partitioned data within a task, we implement

distributed k-means. Table II shows weak scaling for this

distributed k-means when called within a 2-GPU and 4-GPU

task environment respectively. Our solution in CyRun via

multi-device tasks provides a set of unique features to program

and efficiently orchestrate multi-device libraries.

III. ACKNOWLEDGEMENTS

This material is based upon work supported by the U.S. De-

partment of Energy, National Nuclear Security Administration

Award Number DE-NA0003969.

1148

Authorized licensed use limited to: University of Texas at Austin. Downloaded on December 09,2025 at 16:11:22 UTC from IEEE Xplore.  Restrictions apply. 



REFERENCES

[1] S. van der Walt, S. C. Colbert, and G. Varoquaux, “The NumPy array:
A structure for efficient numerical computation,” Computing in Science
Engineering, pp. 22–30, 2011.

[2] P. Virtanen, R. Gommers, T. E. Oliphant, M. Haberland, T. Reddy,
D. Cournapeau, E. Burovski, P. Peterson, W. Weckesser, J. Bright et al.,
“SciPy 1.0: fundamental algorithms for scientific computing in Python,”
Nature methods, vol. 17, no. 3, pp. 261–272, 2020.

[3] Preferred Networks, inc., “CuPy: A NumPy-compatible matrix
library accelerated by CUDA,” 2020. [Online]. Available: https:
//cupy.chainer.org/

[4] F. Rathgeber, D. A. Ham, L. Mitchell, M. Lange, F. Luporini, A. T.
McRae, G.-T. Bercea, G. R. Markall, and P. H. Kelly, “Firedrake:
automating the finite element method by composing abstractions,” ACM
Transactions on Mathematical Software (TOMS), vol. 43, no. 3, pp. 1–
27, 2016.

[5] Anaconda, “Numba: A high-performance Python compiler,” 2018.
[Online]. Available: https://numba.pydata.org/

[6] N. Al Awar, S. Zhu, G. Biros, and M. Gligoric, “A performance porta-
bility framework for python,” in Proceedings of the ACM International
Conference on Supercomputing, 2021.

[7] J. Bradbury, R. Frostig, P. Hawkins, M. J. Johnson, C. Leary, D. Maclau-
rin, G. Necula, A. Paszke, J. VanderPlas, S. Wanderman-Milne et al.,
“Jax: Autograd and xla,” Astrophysics Source Code Library, pp. ascl–
2111, 2021.

[8] C. Augonnet, S. Thibault, R. Namyst, and P.-A. Wacrenier, “StarPU:
a unified platform for task scheduling on heterogeneous multicore
architectures,” Concurrency and Computation: Practice and Experience,
pp. 187–198, 2011.

[9] G. Bosilca, A. Bouteiller, A. Danalis, M. Faverge, T. Herault, and J. J.
Dongarra, “PaRSEC: Exploiting Heterogeneity to Enhance Scalability,”
Computing in Science Engineering, vol. 15, no. 6, pp. 36–45, Nov. 2013,
conference Name: Computing in Science Engineering.

[10] M. Bauer, S. Treichler, E. Slaughter, and A. Aiken, “Legion: Expressing
locality and independence with logical regions,” in SC ’12: Proceedings
of the International Conference on High Performance Computing, Net-
working, Storage and Analysis, 2012, pp. 1–11.

[11] S. Gross, “PEP 703 -– making the global interpreter lock optional in
cpython,” 2023.

[12] NVIDIA, “cuFFT,” 2023. [Online]. Available: https://developer.nvidia.
com/cuFFT

[13] ——, “cuBLAS,” 2023. [Online]. Available: https://developer.nvidia.
com/cublas

[14] S. Tomov, J. Dongarra, and M. Baboulin, “Towards dense linear algebra
for hybrid GPU accelerated manycore systems,” Parallel Computing,
vol. 36, no. 5-6, pp. 232–240, Jun. 2010.

[15] A. Abdelfattah, D. Keyes, and H. Ltaief, “Kblas: An optimized library
for dense matrix-vector multiplication on gpu accelerators,” ACM
Trans. Math. Softw., vol. 42, no. 3, may 2016. [Online]. Available:
https://doi.org/10.1145/2818311

[16] Dask Development Team, Dask: Library for dynamic task scheduling,
2016.

[17] E. Tejedor, Y. Becerra, G. Alomar, A. Queralt, R. M. Badia, J. Torres,
T. Cortes, and J. Labarta, “Pycompss: Parallel computational workflows
in python,” The International Journal of High Performance Computing
Applications, vol. 31, no. 1, pp. 66–82, 2017. [Online]. Available:
https://doi.org/10.1177/1094342015594678

[18] P. Moritz, R. Nishihara, S. Wang, A. Tumanov, R. Liaw, E. Liang,
M. Elibol, Z. Yang, W. Paul, M. I. Jordan et al., “Ray: A distributed
framework for emerging {AI} applications,” in Operating Systems
Design and Implementation, 2018, pp. 561–577.

[19] H. Lee, W. Ruys, I. Henriksen, A. Peters, Y. Yan, S. Stephens, B. You,
H. Fingler, M. Burtscher, M. Gligoric, K. Schulz, K. Pingali, C. J.
Rossbach, M. Erez, and G. Biros, “Parla: A python orchestration system
for heterogeneous architectures,” in SC22: International Conference for
High Performance Computing, Networking, Storage and Analysis, 2022,
pp. 1–15.

[20] E. Slaughter, W. Wu, Y. Fu, L. Brandenburg, N. Garcia, W. Kautz,
E. Marx, K. S. Morris, Q. Cao, G. Bosilca et al., “Task bench: A
parameterized benchmark for evaluating parallel runtime performance,”
in SC20: International Conference for High Performance Computing,
Networking, Storage and Analysis. IEEE, 2020, pp. 1–15.

1149

Authorized licensed use limited to: University of Texas at Austin. Downloaded on December 09,2025 at 16:11:22 UTC from IEEE Xplore.  Restrictions apply. 


